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We have large, complicated data; we want meaningful representations of it.
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What is a meaningful representation?


Flexible: capture 
nonlinear associations

Interpretable: what 
features are associated?

Identifiable: one optimal 
representation
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Past work (non-exhaustive)
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Identifiable

Interpretable Flexible

Linear methods 
• Nonnegative matrix factorization             

Donoho and Stodden, 2003


• Anchored topic models Arora et al. 2013 

• Anchored linear factor analysis Bing et al. 2020 

• PCA+Varimax Rohe and Zeng, 2020
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Identifiable

Interpretable Flexible

Weakly supervised methods  
• Auxiliary data Khemakhem et al. 2020 

• Data augmentation von Kügelgen et al. 2021 

• Temporal information Locatello et al. 2020, 
Hälvä et al. 2021, Lippe et al. 2022 

Constraints on function classes 
• Independent mechanisms Gresele et al. 2022


• Sparse structure Zheng et al. 2022
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This work
The Sparse VAE: introduce sparsity into a flexible factor-to-feature mapping 
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• Flexible: fits a neural network model with a variational autoencoder (VAE)

• Interpretable: can inspect which features are important for the representation

• Identifiable: a single optimal representation (under certain assumptions)



Roadmap
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Identifiability and the role of sparsity

The Sparse VAExi,1 xi,2 xi,3 xi,4 xi,5

zi,1 zi,2

θ

Experimental results
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The linear case

• Data:                     


• Latent factors:       


• Latent loadings:    


• Noise:                   

<latexit sha1_base64="PMU09Mmtf73kjf/h8HuWnwRc1nA="></latexit>

X = [x1, . . . ,xN ]T 2 RN⇥G

<latexit sha1_base64="Ng33rc1UmgHV7vmR4Vkv6YA5kUw="></latexit>

Z = [z1, . . . , zN ]T 2 RN⇥K

<latexit sha1_base64="DOFYOcp5Ff0gBDP5w9+T43cSPGk="></latexit>

B = [b1, . . . , bK ] 2 RG⇥K

<latexit sha1_base64="cSp99YvPXLGLJlLcjP9GmbQ2ChU="></latexit>

E = [e1, . . . , eN ] 2 RN⇥G

Linear factor analysis model:    
<latexit sha1_base64="Vt7TtdKsQLaiFSaoV6r0+6+r4R4=">AAACGHicbZBNS8MwGMdTX+d8q3r0EhyCIIxWhnoRxkTwOGFvuNWRZukWlrQlSYVRevVD+Bm86tmbePXm0W9i2vXgNh9I+PH/Pw9P8ndDRqWyrG9jaXlldW29sFHc3Nre2TX39lsyiAQmTRywQHRcJAmjPmkqqhjphIIg7jLSdsfXqd9+JELSwG+oSUgcjoY+9ShGSkt9E/ZcHncSeJXBfZLeteShAU8z4SbpmyWrbGUFF8HOoQTyqvfNn94gwBEnvsIMSdm1rVA5MRKKYkaSYi+SJER4jIakq9FHnEgnzn6SwGOtDKAXCH18BTP170SMuJQT7upOjtRIznup+J/XjZR36cTUDyNFfDxd5EUMqgCmscABFQQrNtGAsKD6rRCPkEBY6fBmtrg8zcSeT2ARWmdl+7xcuauUqrU8nQI4BEfgBNjgAlTBLaiDJsDgCbyAV/BmPBvvxofxOW1dMvKZAzBTxtcvY72f6Q==</latexit>

X = ZBT +E
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= * + noise

?

?



=

* + noise* *

Lack of identifiability
Linear factor analysis model:    

<latexit sha1_base64="njMtZTNLkxroN5v3uhZzmzEIk54="></latexit>

X = (ZP )(BP )T +E, PP T = I
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=

* + noise* *

Lack of identifiability
Linear factor analysis model:    

<latexit sha1_base64="njMtZTNLkxroN5v3uhZzmzEIk54="></latexit>

X = (ZP )(BP )T +E, PP T = I
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=

*
+ noise



=

* + noise* *

Lack of identifiability
Linear factor analysis model:    

<latexit sha1_base64="njMtZTNLkxroN5v3uhZzmzEIk54="></latexit>

X = (ZP )(BP )T +E, PP T = I
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=

*
+ noise

Dimensions of K have different interpretations 
but the likelihood is the same... 

which to choose?



Lack of identifiability
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Some problems: 

•Exploratory data analysis: may select wrong features for further 
hypothesis testing


•Generalization: if factor-to-feature mapping mixes dimensions, 
may not generalize well to differently distributed factors




The nonlinear case
• Deep generative model:   

<latexit sha1_base64="pEplwsM1h/XDQmr3DJtuDO5apjU="></latexit>

xi = f✓(zi) + "i, "i ⇠ NG(0,⌃)
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<latexit sha1_base64="liUstLbJgxiV8vJMkYLwmAa8nXI=">AAAB/3icbVA9SwNBEJ2LXzF+RS1tFoNgFe5E1DJoYxnBfEhyhL3NXrJkd+/Y3RPicYW/wVZrO7H1p1j6T9wkV5jEBwOP92aYmRfEnGnjut9OYWV1bX2juFna2t7Z3SvvHzR1lChCGyTikWoHWFPOJG0YZjhtx4piEXDaCkY3E7/1SJVmkbw345j6Ag8kCxnBxkoP3UCkT1mPoV654lbdKdAy8XJSgRz1Xvmn249IIqg0hGOtO54bGz/FyjDCaVbqJprGmIzwgHYslVhQ7afTgzN0YpU+CiNlSxo0Vf9OpFhoPRaB7RTYDPWiNxH/8zqJCa/8lMk4MVSS2aIw4chEaPI96jNFieFjSzBRzN6KyBArTIzNaG5LIDKbibeYwDJpnlW9i+r53Xmldp2nU4QjOIZT8OASanALdWgAAQEv8ApvzrPz7nw4n7PWgpPPHMIcnK9fkuGW+A==</latexit>zi
<latexit sha1_base64="sVmBy78BymogINVBOQOWcg1i2MM=">AAACAHicbVA9SwNBEN2LXzF+RS1tFoNgFe4kqGXQxjKC+cDkCHubvWTJ7t6xOyeEI42/wVZrO7H1n1j6T9xLrjCJDwYe780wMy+IBTfgut9OYW19Y3OruF3a2d3bPygfHrVMlGjKmjQSke4ExDDBFWsCB8E6sWZEBoK1g/Ft5refmDY8Ug8wiZkvyVDxkFMCVnoM+2kPRgzItF+uuFV3BrxKvJxUUI5Gv/zTG0Q0kUwBFcSYrufG4KdEA6eCTUu9xLCY0DEZsq6likhm/HR28RSfWWWAw0jbUoBn6t+JlEhjJjKwnZLAyCx7mfif100gvPZTruIEmKLzRWEiMEQ4ex8PuGYUxMQSQjW3t2I6IppQsCEtbAlklom3nMAqaV1Uvctq7b5Wqd/k6RTRCTpF58hDV6iO7lADNRFFCr2gV/TmPDvvzofzOW8tOPnMMVqA8/ULxveXrA==</latexit>

f✓
<latexit sha1_base64="OSe7FNkTXuH+gwkL/pOst9x8h5g=">AAAB/3icbVA9SwNBEJ2LXzF+RS1tFoNgFe5E1DJoYxnBfEhyhL3NXrJkd+/Y3RPDcYW/wVZrO7H1p1j6T9wkV5jEBwOP92aYmRfEnGnjut9OYWV1bX2juFna2t7Z3SvvHzR1lChCGyTikWoHWFPOJG0YZjhtx4piEXDaCkY3E7/1SJVmkbw345j6Ag8kCxnBxkoP3UCkT1mPoV654lbdKdAy8XJSgRz1Xvmn249IIqg0hGOtO54bGz/FyjDCaVbqJprGmIzwgHYslVhQ7afTgzN0YpU+CiNlSxo0Vf9OpFhoPRaB7RTYDPWiNxH/8zqJCa/8lMk4MVSS2aIw4chEaPI96jNFieFjSzBRzN6KyBArTIzNaG5LIDKbibeYwDJpnlW9i+r53Xmldp2nU4QjOIZT8OASanALdWgAAQEv8ApvzrPz7nw4n7PWgpPPHMIcnK9fj7OW9g==</latexit>xi

• Data:                      

• Latent factors:        

• Neural network:      

<latexit sha1_base64="PMU09Mmtf73kjf/h8HuWnwRc1nA="></latexit>

X = [x1, . . . ,xN ]T 2 RN⇥G

<latexit sha1_base64="Ng33rc1UmgHV7vmR4Vkv6YA5kUw="></latexit>

Z = [z1, . . . , zN ]T 2 RN⇥K

<latexit sha1_base64="fjCIY1JhkqBlw5p3UOSqyvvJZ+A=">AAACIXicbVDJSgNBEO1xjXGLevTSGAS9hBkJKp6CHhS8RDELZMahp9OTNOlZ6K4RwjDf4Ef4DV717E28iSf/xM5yyOKDgsd7VVTV82LBFZjmt7GwuLS8sppby69vbG5tF3Z26ypKJGU1GolINj2imOAhqwEHwZqxZCTwBGt4vauB33hiUvEofIB+zJyAdELuc0pAS27h2HdTG7oMSHaB7YBA1/PS++zxFtsQTQrXbqFolswh8DyxxqSIxqi6hV+7HdEkYCFQQZRqWWYMTkokcCpYlrcTxWJCe6TDWpqGJGDKSYcvZfhQK23sR1JXCHioTk6kJFCqH3i6c3CjmvUG4n9eKwH/3El5GCfAQjpa5CcC628H+eA2l4yC6GtCqOT6Vky7RBIKOsWpLV6Q6Uys2QTmSf2kZJ2WynflYuVynE4O7aMDdIQsdIYq6AZVUQ1R9Ixe0Rt6N16MD+PT+Bq1LhjjmT00BePnD7g8pGI=</latexit>

f✓ : RK ! RG



The nonlinear case

• Deep generative model:   
<latexit sha1_base64="rjYbWvOFqA3PV5+ScFgQqrPFsO8="></latexit>

xi = f✓(h✓(h
�1
✓ (zi))) + "i
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<latexit sha1_base64="OSe7FNkTXuH+gwkL/pOst9x8h5g=">AAAB/3icbVA9SwNBEJ2LXzF+RS1tFoNgFe5E1DJoYxnBfEhyhL3NXrJkd+/Y3RPDcYW/wVZrO7H1p1j6T9wkV5jEBwOP92aYmRfEnGnjut9OYWV1bX2juFna2t7Z3SvvHzR1lChCGyTikWoHWFPOJG0YZjhtx4piEXDaCkY3E7/1SJVmkbw345j6Ag8kCxnBxkoP3UCkT1mPoV654lbdKdAy8XJSgRz1Xvmn249IIqg0hGOtO54bGz/FyjDCaVbqJprGmIzwgHYslVhQ7afTgzN0YpU+CiNlSxo0Vf9OpFhoPRaB7RTYDPWiNxH/8zqJCa/8lMk4MVSS2aIw4chEaPI96jNFieFjSzBRzN6KyBArTIzNaG5LIDKbibeYwDJpnlW9i+r53Xmldp2nU4QjOIZT8OASanALdWgAAQEv8ApvzrPz7nw4n7PWgpPPHMIcnK9fj7OW9g==</latexit>xi

• Data:                      

• Latent factors:        

• Neural network:      

<latexit sha1_base64="PMU09Mmtf73kjf/h8HuWnwRc1nA="></latexit>

X = [x1, . . . ,xN ]T 2 RN⇥G

<latexit sha1_base64="Ng33rc1UmgHV7vmR4Vkv6YA5kUw="></latexit>

Z = [z1, . . . , zN ]T 2 RN⇥K

<latexit sha1_base64="fjCIY1JhkqBlw5p3UOSqyvvJZ+A=">AAACIXicbVDJSgNBEO1xjXGLevTSGAS9hBkJKp6CHhS8RDELZMahp9OTNOlZ6K4RwjDf4Ef4DV717E28iSf/xM5yyOKDgsd7VVTV82LBFZjmt7GwuLS8sppby69vbG5tF3Z26ypKJGU1GolINj2imOAhqwEHwZqxZCTwBGt4vauB33hiUvEofIB+zJyAdELuc0pAS27h2HdTG7oMSHaB7YBA1/PS++zxFtsQTQrXbqFolswh8DyxxqSIxqi6hV+7HdEkYCFQQZRqWWYMTkokcCpYlrcTxWJCe6TDWpqGJGDKSYcvZfhQK23sR1JXCHioTk6kJFCqH3i6c3CjmvUG4n9eKwH/3El5GCfAQjpa5CcC628H+eA2l4yC6GtCqOT6Vky7RBIKOsWpLV6Q6Uys2QTmSf2kZJ2WynflYuVynE4O7aMDdIQsdIYq6AZVUQ1R9Ixe0Rt6N16MD+PT+Bq1LhjjmT00BePnD7g8pGI=</latexit>

f✓ : RK ! RG

<latexit sha1_base64="KtHM5A2D9jNCp2BfJm8xFt4MFnI=">AAACEXicbVDLSsNAFJ3UV62vqCtxEyxCXVgSKeqy6MZlBfuAJobJdNoOnUnCzI1QQ/Aj/Aa3unYnbv0Cl/6J08fCth64cDjnXu69J4g5U2Db30ZuaXlldS2/XtjY3NreMXf3GipKJKF1EvFItgKsKGchrQMDTluxpFgEnDaDwfXIbz5QqVgU3sEwpp7AvZB1GcGgJd886N+np07mpy70KeCs5AYifcx8duKbRbtsj2EtEmdKimiKmm/+uJ2IJIKGQDhWqu3YMXgplsAIp1nBTRSNMRngHm1rGmJBlZeOX8isY610rG4kdYVgjdW/EykWSg1FoDsFhr6a90bif147ge6ll7IwToCGZLKom3ALImuUh9VhkhLgQ00wkUzfapE+lpiATm1mSyAynYkzn8AiaZyVnfNy5bZSrF5N08mjQ3SESshBF6iKblAN1RFBT+gFvaI349l4Nz6Mz0lrzpjO7KMZGF+/V82d3w==</latexit>

h�1
✓ (zi)

<latexit sha1_base64="xAFIedYRS5FDgoPXbuDZVYWe7gY=">AAACE3icbVDLSsNAFJ3UV62vqMtuBovgqiRS1GXRjcsK9gFtCJPppBk6k4SZG6GELvwIv8Gtrt2JWz/ApX9i0gaxrQcuHM65l3vv8WLBNVjWl1FaW9/Y3CpvV3Z29/YPzMOjjo4SRVmbRiJSPY9oJnjI2sBBsF6sGJGeYF1vfJP73QemNI/Ce5jEzJFkFHKfUwKZ5JpV300HEDAgUzygXFEc/AquWbPq1gx4ldgFqaECLdf8HgwjmkgWAhVE675txeCkRAGngk0rg0SzmNAxGbF+RkMimXbS2RNTfJopQ+xHKqsQ8Ez9O5ESqfVEelmnJBDoZS8X//P6CfhXTsrDOAEW0vkiPxEYIpwngodcMQpikhFCFc9uxTQgilDIclvY4sk8E3s5gVXSOa/bF/XGXaPWvC7SKaMqOkFnyEaXqIluUQu1EUWP6Bm9oFfjyXgz3o2PeWvJKGaO0QKMzx9O7p71</latexit>

f✓ � h✓



The nonlinear case

• Deep generative model:   
<latexit sha1_base64="rjYbWvOFqA3PV5+ScFgQqrPFsO8="></latexit>

xi = f✓(h✓(h
�1
✓ (zi))) + "i
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<latexit sha1_base64="OSe7FNkTXuH+gwkL/pOst9x8h5g=">AAAB/3icbVA9SwNBEJ2LXzF+RS1tFoNgFe5E1DJoYxnBfEhyhL3NXrJkd+/Y3RPDcYW/wVZrO7H1p1j6T9wkV5jEBwOP92aYmRfEnGnjut9OYWV1bX2juFna2t7Z3SvvHzR1lChCGyTikWoHWFPOJG0YZjhtx4piEXDaCkY3E7/1SJVmkbw345j6Ag8kCxnBxkoP3UCkT1mPoV654lbdKdAy8XJSgRz1Xvmn249IIqg0hGOtO54bGz/FyjDCaVbqJprGmIzwgHYslVhQ7afTgzN0YpU+CiNlSxo0Vf9OpFhoPRaB7RTYDPWiNxH/8zqJCa/8lMk4MVSS2aIw4chEaPI96jNFieFjSzBRzN6KyBArTIzNaG5LIDKbibeYwDJpnlW9i+r53Xmldp2nU4QjOIZT8OASanALdWgAAQEv8ApvzrPz7nw4n7PWgpPPHMIcnK9fj7OW9g==</latexit>xi

• Data:                      

• Latent factors:        

• Neural network:      

<latexit sha1_base64="PMU09Mmtf73kjf/h8HuWnwRc1nA="></latexit>

X = [x1, . . . ,xN ]T 2 RN⇥G

<latexit sha1_base64="Ng33rc1UmgHV7vmR4Vkv6YA5kUw="></latexit>

Z = [z1, . . . , zN ]T 2 RN⇥K

<latexit sha1_base64="fjCIY1JhkqBlw5p3UOSqyvvJZ+A=">AAACIXicbVDJSgNBEO1xjXGLevTSGAS9hBkJKp6CHhS8RDELZMahp9OTNOlZ6K4RwjDf4Ef4DV717E28iSf/xM5yyOKDgsd7VVTV82LBFZjmt7GwuLS8sppby69vbG5tF3Z26ypKJGU1GolINj2imOAhqwEHwZqxZCTwBGt4vauB33hiUvEofIB+zJyAdELuc0pAS27h2HdTG7oMSHaB7YBA1/PS++zxFtsQTQrXbqFolswh8DyxxqSIxqi6hV+7HdEkYCFQQZRqWWYMTkokcCpYlrcTxWJCe6TDWpqGJGDKSYcvZfhQK23sR1JXCHioTk6kJFCqH3i6c3CjmvUG4n9eKwH/3El5GCfAQjpa5CcC628H+eA2l4yC6GtCqOT6Vky7RBIKOsWpLV6Q6Uys2QTmSf2kZJ2WynflYuVynE4O7aMDdIQsdIYq6AZVUQ1R9Ixe0Rt6N16MD+PT+Bq1LhjjmT00BePnD7g8pGI=</latexit>

f✓ : RK ! RG

<latexit sha1_base64="KtHM5A2D9jNCp2BfJm8xFt4MFnI=">AAACEXicbVDLSsNAFJ3UV62vqCtxEyxCXVgSKeqy6MZlBfuAJobJdNoOnUnCzI1QQ/Aj/Aa3unYnbv0Cl/6J08fCth64cDjnXu69J4g5U2Db30ZuaXlldS2/XtjY3NreMXf3GipKJKF1EvFItgKsKGchrQMDTluxpFgEnDaDwfXIbz5QqVgU3sEwpp7AvZB1GcGgJd886N+np07mpy70KeCs5AYifcx8duKbRbtsj2EtEmdKimiKmm/+uJ2IJIKGQDhWqu3YMXgplsAIp1nBTRSNMRngHm1rGmJBlZeOX8isY610rG4kdYVgjdW/EykWSg1FoDsFhr6a90bif147ge6ll7IwToCGZLKom3ALImuUh9VhkhLgQ00wkUzfapE+lpiATm1mSyAynYkzn8AiaZyVnfNy5bZSrF5N08mjQ3SESshBF6iKblAN1RFBT+gFvaI349l4Nz6Mz0lrzpjO7KMZGF+/V82d3w==</latexit>

h�1
✓ (zi)

<latexit sha1_base64="xAFIedYRS5FDgoPXbuDZVYWe7gY=">AAACE3icbVDLSsNAFJ3UV62vqMtuBovgqiRS1GXRjcsK9gFtCJPppBk6k4SZG6GELvwIv8Gtrt2JWz/ApX9i0gaxrQcuHM65l3vv8WLBNVjWl1FaW9/Y3CpvV3Z29/YPzMOjjo4SRVmbRiJSPY9oJnjI2sBBsF6sGJGeYF1vfJP73QemNI/Ce5jEzJFkFHKfUwKZ5JpV300HEDAgUzygXFEc/AquWbPq1gx4ldgFqaECLdf8HgwjmkgWAhVE675txeCkRAGngk0rg0SzmNAxGbF+RkMimXbS2RNTfJopQ+xHKqsQ8Ez9O5ESqfVEelmnJBDoZS8X//P6CfhXTsrDOAEW0vkiPxEYIpwngodcMQpikhFCFc9uxTQgilDIclvY4sk8E3s5gVXSOa/bF/XGXaPWvC7SKaMqOkFnyEaXqIluUQu1EUWP6Bm9oFfjyXgz3o2PeWvJKGaO0QKMzx9O7p71</latexit>

f✓ � h✓

 and  can 
have very different 
interpretations... 

which to choose? 

zi h−1
θ (zi)



= * + noise

?

?

How can sparsity help?

19

Linear factor analysis 


Theorem [Bing et al. 2020] Factors  are identifiable if, for every , 

there are at least two anchor features (+ other assumptions)

<latexit sha1_base64="2WgcELKCu33Q/qyjTT52lktuOZI=">AAAB/HicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+cDkCHubvWTN7t6xuyeEI/4GW63txNb/Yuk/cS+5wkQfDDzem2FmXhBzpo3rfjmFldW19Y3iZmlre2d3r7x/0NJRoghtkohHqhNgTTmTtGmY4bQTK4pFwGk7GF9nfvuRKs0ieWcmMfUFHkoWMoKNlVq9QKT303654lbdGdBf4uWkAjka/fJ3bxCRRFBpCMdadz03Nn6KlWGE02mpl2gaYzLGQ9q1VGJBtZ/Orp2iE6sMUBgpW9Kgmfp7IsVC64kIbKfAZqSXvUz8z+smJrz0UybjxFBJ5ovChCMToex1NGCKEsMnlmCimL0VkRFWmBgb0MKWQGSZeMsJ/CWts6p3Xq3d1ir1qzydIhzBMZyCBxdQhxtoQBMIPMAzvMCr8+S8Oe/Ox7y14OQzh7AA5/MHexCV0g==</latexit>

Z k = 1,…, K



= * + noise

?

?

How can sparsity help?

20

x⋅j

 
z⋅1 β⊤

j⋅

Linear factor analysis 


Theorem [Bing et al. 2020] Factors  are identifiable if, for every , 

there are at least two anchor features (+ other assumptions)

<latexit sha1_base64="2WgcELKCu33Q/qyjTT52lktuOZI=">AAAB/HicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+cDkCHubvWTN7t6xuyeEI/4GW63txNb/Yuk/cS+5wkQfDDzem2FmXhBzpo3rfjmFldW19Y3iZmlre2d3r7x/0NJRoghtkohHqhNgTTmTtGmY4bQTK4pFwGk7GF9nfvuRKs0ieWcmMfUFHkoWMoKNlVq9QKT303654lbdGdBf4uWkAjka/fJ3bxCRRFBpCMdadz03Nn6KlWGE02mpl2gaYzLGQ9q1VGJBtZ/Orp2iE6sMUBgpW9Kgmfp7IsVC64kIbKfAZqSXvUz8z+smJrz0UybjxFBJ5ovChCMToex1NGCKEsMnlmCimL0VkRFWmBgb0MKWQGSZeMsJ/CWts6p3Xq3d1ir1qzydIhzBMZyCBxdQhxtoQBMIPMAzvMCr8+S8Oe/Ox7y14OQzh7AA5/MHexCV0g==</latexit>

Z k = 1,…, K

x⋅j = z⋅1 × βj1 + ε⋅j



= * + noise

?

?

How can sparsity help?
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x⋅j′ 

 
z⋅2 β⊤

j′ ⋅

Linear factor analysis 


Theorem [Bing et al. 2020] Factors  are identifiable if, for every , 

there are at least two anchor features (+ other assumptions)

<latexit sha1_base64="2WgcELKCu33Q/qyjTT52lktuOZI=">AAAB/HicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+cDkCHubvWTN7t6xuyeEI/4GW63txNb/Yuk/cS+5wkQfDDzem2FmXhBzpo3rfjmFldW19Y3iZmlre2d3r7x/0NJRoghtkohHqhNgTTmTtGmY4bQTK4pFwGk7GF9nfvuRKs0ieWcmMfUFHkoWMoKNlVq9QKT303654lbdGdBf4uWkAjka/fJ3bxCRRFBpCMdadz03Nn6KlWGE02mpl2gaYzLGQ9q1VGJBtZ/Orp2iE6sMUBgpW9Kgmfp7IsVC64kIbKfAZqSXvUz8z+smJrz0UybjxFBJ5ovChCMToex1NGCKEsMnlmCimL0VkRFWmBgb0MKWQGSZeMsJ/CWts6p3Xq3d1ir1qzydIhzBMZyCBxdQhxtoQBMIPMAzvMCr8+S8Oe/Ox7y14OQzh7AA5/MHexCV0g==</latexit>

Z k = 1,…, K

x⋅j′ 
= z⋅2 × βj′ 2 + ε⋅j′ 



= * + noise

?

?

How can sparsity help?
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Linear factor analysis 


Theorem [Bing et al. 2020] Factors  are identifiable if, for every , 

there are at least two anchor features (+ other assumptions)

<latexit sha1_base64="2WgcELKCu33Q/qyjTT52lktuOZI=">AAAB/HicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+cDkCHubvWTN7t6xuyeEI/4GW63txNb/Yuk/cS+5wkQfDDzem2FmXhBzpo3rfjmFldW19Y3iZmlre2d3r7x/0NJRoghtkohHqhNgTTmTtGmY4bQTK4pFwGk7GF9nfvuRKs0ieWcmMfUFHkoWMoKNlVq9QKT303654lbdGdBf4uWkAjka/fJ3bxCRRFBpCMdadz03Nn6KlWGE02mpl2gaYzLGQ9q1VGJBtZ/Orp2iE6sMUBgpW9Kgmfp7IsVC64kIbKfAZqSXvUz8z+smJrz0UybjxFBJ5ovChCMToex1NGCKEsMnlmCimL0VkRFWmBgb0MKWQGSZeMsJ/CWts6p3Xq3d1ir1qzydIhzBMZyCBxdQhxtoQBMIPMAzvMCr8+S8Oe/Ox7y14OQzh7AA5/MHexCV0g==</latexit>

Z k = 1,…, K

Our work: how do we generalize 
this to the nonlinear case?



Roadmap
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Identifiability and the role of sparsity

The Sparse VAExi,1 xi,2 xi,3 xi,4 xi,5

zi,1 zi,2

θ

Experimental results
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Setup
• Sparse deep generative model:        

• Introduces masking matrix:        

<latexit sha1_base64="RTKB1f9xXXxRmdu/nKpIMb53fjA="></latexit>

xij = f✓(wj � zi)j + "ij , "ij ⇠ N (0,�2
j )

<latexit sha1_base64="OfT8dVtEbNGXWglVdrkAfD9E4BE="></latexit>

W = [w1, . . . ,wG]
T 2 RG⇥K

24

<latexit sha1_base64="sVmBy78BymogINVBOQOWcg1i2MM=">AAACAHicbVA9SwNBEN2LXzF+RS1tFoNgFe4kqGXQxjKC+cDkCHubvWTJ7t6xOyeEI42/wVZrO7H1n1j6T9xLrjCJDwYe780wMy+IBTfgut9OYW19Y3OruF3a2d3bPygfHrVMlGjKmjQSke4ExDDBFWsCB8E6sWZEBoK1g/Ft5refmDY8Ug8wiZkvyVDxkFMCVnoM+2kPRgzItF+uuFV3BrxKvJxUUI5Gv/zTG0Q0kUwBFcSYrufG4KdEA6eCTUu9xLCY0DEZsq6likhm/HR28RSfWWWAw0jbUoBn6t+JlEhjJjKwnZLAyCx7mfif100gvPZTruIEmKLzRWEiMEQ4ex8PuGYUxMQSQjW3t2I6IppQsCEtbAlklom3nMAqaV1Uvctq7b5Wqd/k6RTRCTpF58hDV6iO7lADNRFFCr2gV/TmPDvvzofzOW8tOPnMMVqA8/ULxveXrA==</latexit>

f✓

Decoder
<latexit sha1_base64="liUstLbJgxiV8vJMkYLwmAa8nXI=">AAAB/3icbVA9SwNBEJ2LXzF+RS1tFoNgFe5E1DJoYxnBfEhyhL3NXrJkd+/Y3RPicYW/wVZrO7H1p1j6T9wkV5jEBwOP92aYmRfEnGnjut9OYWV1bX2juFna2t7Z3SvvHzR1lChCGyTikWoHWFPOJG0YZjhtx4piEXDaCkY3E7/1SJVmkbw345j6Ag8kCxnBxkoP3UCkT1mPoV654lbdKdAy8XJSgRz1Xvmn249IIqg0hGOtO54bGz/FyjDCaVbqJprGmIzwgHYslVhQ7afTgzN0YpU+CiNlSxo0Vf9OpFhoPRaB7RTYDPWiNxH/8zqJCa/8lMk4MVSS2aIw4chEaPI96jNFieFjSzBRzN6KyBArTIzNaG5LIDKbibeYwDJpnlW9i+r53Xmldp2nU4QjOIZT8OASanALdWgAAQEv8ApvzrPz7nw4n7PWgpPPHMIcnK9fkuGW+A==</latexit>zi

<latexit sha1_base64="EJjhxDYD3D9vZRpoNwTc1GHBvFc=">AAAB/HicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+YDkCHt7e8ma3dtjd08IR/wNtlrbia3/xdJ/4ia5wiQ+GHi8N8PMvCDhTBvX/XYKa+sbm1vF7dLO7t7+QfnwqKVlqghtEsml6gRYU85i2jTMcNpJFMUi4LQdjG6nfvuJKs1k/GDGCfUFHsQsYgQbK7V6MpSm1C9X3Ko7A1olXk4qkKPRL//0QklSQWNDONa667mJ8TOsDCOcTkq9VNMEkxEe0K6lMRZU+9ns2gk6s0qIIqlsxQbN1L8TGRZaj0VgOwU2Q73sTcX/vG5qoms/Y3GSGhqT+aIo5chINH0dhUxRYvjYEkwUs7ciMsQKE2MDWtgSiInNxFtOYJW0LqreZbV2X6vUb/J0inACp3AOHlxBHe6gAU0g8Agv8ApvzrPz7nw4n/PWgpPPHMMCnK9f4mmVcQ==</latexit>� <latexit sha1_base64="+O4v0n8l8CbTlGMwKDj7Exx6LUQ=">AAAB/nicbVA9SwNBEJ2LXzF+RS1tFoNgFe5E1DJoYxnBfEByhL3NXrJmd+/Y3VPCceBvsNXaTmz9K5b+EzfJFSbxwcDjvRlm5gUxZ9q47rdTWFldW98obpa2tnd298r7B00dJYrQBol4pNoB1pQzSRuGGU7bsaJYBJy2gtHNxG89UqVZJO/NOKa+wAPJQkawsVK7G4j0Kes99MoVt+pOgZaJl5MK5Kj3yj/dfkQSQaUhHGvd8dzY+ClWhhFOs1I30TTGZIQHtGOpxIJqP53em6ETq/RRGClb0qCp+ncixULrsQhsp8BmqBe9ifif10lMeOWnTMaJoZLMFoUJRyZCk+dRnylKDB9bgoli9lZEhlhhYmxEc1sCkdlMvMUElknzrOpdVM/vziu16zydIhzBMZyCB5dQg1uoQwMIcHiBV3hznp1358P5nLUWnHzmEObgfP0CNOyWzA==</latexit>wj

<latexit sha1_base64="v8tJjIRl3aTWh6QKDJEDQRinQFc=">AAAB/HicbVA9TwJBEJ3DL8Qv1NJmIzGxIneGqCXRxhIT+UjgQvaWBRZ29y67e0Zywd9gq7WdsfW/WPpP3IMrBHzJJC/vzWRmXhBxpo3rfju5tfWNza38dmFnd2//oHh41NBhrAitk5CHqhVgTTmTtG6Y4bQVKYpFwGkzGN+mfvORKs1C+WAmEfUFHkjWZwQbKzWeugkbTbvFklt2Z0CrxMtICTLUusWfTi8ksaDSEI61bntuZPwEK8MIp9NCJ9Y0wmSMB7RtqcSCaj+ZXTtFZ1bpoX6obEmDZurfiQQLrScisJ0Cm6Fe9lLxP68dm/61nzAZxYZKMl/UjzkyIUpfRz2mKDF8YgkmitlbERlihYmxAS1sCUSaibecwCppXJS9y3LlvlKq3mTp5OEETuEcPLiCKtxBDepAYAQv8ApvzrPz7nw4n/PWnJPNHMMCnK9fteWV9w==</latexit>xij

Representation 

Data
<latexit sha1_base64="+O4v0n8l8CbTlGMwKDj7Exx6LUQ=">AAAB/nicbVA9SwNBEJ2LXzF+RS1tFoNgFe5E1DJoYxnBfEByhL3NXrJmd+/Y3VPCceBvsNXaTmz9K5b+EzfJFSbxwcDjvRlm5gUxZ9q47rdTWFldW98obpa2tnd298r7B00dJYrQBol4pNoB1pQzSRuGGU7bsaJYBJy2gtHNxG89UqVZJO/NOKa+wAPJQkawsVK7G4j0Kes99MoVt+pOgZaJl5MK5Kj3yj/dfkQSQaUhHGvd8dzY+ClWhhFOs1I30TTGZIQHtGOpxIJqP53em6ETq/RRGClb0qCp+ncixULrsQhsp8BmqBe9ifif10lMeOWnTMaJoZLMFoUJRyZCk+dRnylKDB9bgoli9lZEhlhhYmxEc1sCkdlMvMUElknzrOpdVM/vziu16zydIhzBMZyCB5dQg1uoQwMIcHiBV3hznp1358P5nLUWnHzmEObgfP0CNOyWzA==</latexit>wj



Setup
• Sparse deep generative model:        

• Introduces masking matrix:        

<latexit sha1_base64="RTKB1f9xXXxRmdu/nKpIMb53fjA="></latexit>

xij = f✓(wj � zi)j + "ij , "ij ⇠ N (0,�2
j )

<latexit sha1_base64="OfT8dVtEbNGXWglVdrkAfD9E4BE="></latexit>

W = [w1, . . . ,wG]
T 2 RG⇥K
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<latexit sha1_base64="sVmBy78BymogINVBOQOWcg1i2MM=">AAACAHicbVA9SwNBEN2LXzF+RS1tFoNgFe4kqGXQxjKC+cDkCHubvWTJ7t6xOyeEI42/wVZrO7H1n1j6T9xLrjCJDwYe780wMy+IBTfgut9OYW19Y3OruF3a2d3bPygfHrVMlGjKmjQSke4ExDDBFWsCB8E6sWZEBoK1g/Ft5refmDY8Ug8wiZkvyVDxkFMCVnoM+2kPRgzItF+uuFV3BrxKvJxUUI5Gv/zTG0Q0kUwBFcSYrufG4KdEA6eCTUu9xLCY0DEZsq6likhm/HR28RSfWWWAw0jbUoBn6t+JlEhjJjKwnZLAyCx7mfif100gvPZTruIEmKLzRWEiMEQ4ex8PuGYUxMQSQjW3t2I6IppQsCEtbAlklom3nMAqaV1Uvctq7b5Wqd/k6RTRCTpF58hDV6iO7lADNRFFCr2gV/TmPDvvzofzOW8tOPnMMVqA8/ULxveXrA==</latexit>

f✓

Decoder
<latexit sha1_base64="liUstLbJgxiV8vJMkYLwmAa8nXI=">AAAB/3icbVA9SwNBEJ2LXzF+RS1tFoNgFe5E1DJoYxnBfEhyhL3NXrJkd+/Y3RPicYW/wVZrO7H1p1j6T9wkV5jEBwOP92aYmRfEnGnjut9OYWV1bX2juFna2t7Z3SvvHzR1lChCGyTikWoHWFPOJG0YZjhtx4piEXDaCkY3E7/1SJVmkbw345j6Ag8kCxnBxkoP3UCkT1mPoV654lbdKdAy8XJSgRz1Xvmn249IIqg0hGOtO54bGz/FyjDCaVbqJprGmIzwgHYslVhQ7afTgzN0YpU+CiNlSxo0Vf9OpFhoPRaB7RTYDPWiNxH/8zqJCa/8lMk4MVSS2aIw4chEaPI96jNFieFjSzBRzN6KyBArTIzNaG5LIDKbibeYwDJpnlW9i+r53Xmldp2nU4QjOIZT8OASanALdWgAAQEv8ApvzrPz7nw4n7PWgpPPHMIcnK9fkuGW+A==</latexit>zi

<latexit sha1_base64="EJjhxDYD3D9vZRpoNwTc1GHBvFc=">AAAB/HicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+YDkCHt7e8ma3dtjd08IR/wNtlrbia3/xdJ/4ia5wiQ+GHi8N8PMvCDhTBvX/XYKa+sbm1vF7dLO7t7+QfnwqKVlqghtEsml6gRYU85i2jTMcNpJFMUi4LQdjG6nfvuJKs1k/GDGCfUFHsQsYgQbK7V6MpSm1C9X3Ko7A1olXk4qkKPRL//0QklSQWNDONa667mJ8TOsDCOcTkq9VNMEkxEe0K6lMRZU+9ns2gk6s0qIIqlsxQbN1L8TGRZaj0VgOwU2Q73sTcX/vG5qoms/Y3GSGhqT+aIo5chINH0dhUxRYvjYEkwUs7ciMsQKE2MDWtgSiInNxFtOYJW0LqreZbV2X6vUb/J0inACp3AOHlxBHe6gAU0g8Agv8ApvzrPz7nw4n/PWgpPPHMMCnK9f4mmVcQ==</latexit>�Representation 

Data

<latexit sha1_base64="s3wR2fIUrqbHcBzfx6tybYFWuzA=">AAAB/nicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+YDkCHubvWTJ7t6xu6eE48DfYKu1ndj6Vyz9J26SK0zig4HHezPMzAtizrRx3W+nsLa+sblV3C7t7O7tH5QPj1o6ShShTRLxSHUCrClnkjYNM5x2YkWxCDhtB+Pbqd9+pEqzSD6YSUx9gYeShYxgY6VOLxDpU9bn/XLFrbozoFXi5aQCORr98k9vEJFEUGkIx1p3PTc2foqVYYTTrNRLNI0xGeMh7VoqsaDaT2f3ZujMKgMURsqWNGim/p1IsdB6IgLbKbAZ6WVvKv7ndRMTXvspk3FiqCTzRWHCkYnQ9Hk0YIoSwyeWYKKYvRWREVaYGBvRwpZAZDYTbzmBVdK6qHqX1dp9rVK/ydMpwgmcwjl4cAV1uIMGNIEAhxd4hTfn2Xl3PpzPeWvByWeOYQHO1y84EpbO</latexit>wl

<latexit sha1_base64="5Ah9jYf7JLfby0ySX418CzJ49FM=">AAAB/HicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+YDkCHubvWTN7t6xuyeGI/4GW63txNb/Yuk/cS+5wkQfDDzem2FmXhBzpo3rfjmFldW19Y3iZmlre2d3r7x/0NJRoghtkohHqhNgTTmTtGmY4bQTK4pFwGk7GF9nfvuBKs0ieWcmMfUFHkoWMoKNlVqP/ZTxab9ccavuDOgv8XJSgRyNfvm7N4hIIqg0hGOtu54bGz/FyjDC6bTUSzSNMRnjIe1aKrGg2k9n107RiVUGKIyULWnQTP09kWKh9UQEtlNgM9LLXib+53UTE176KZNxYqgk80VhwpGJUPY6GjBFieETSzBRzN6KyAgrTIwNaGFLILJMvOUE/pLWWdU7r9Zua5X6VZ5OEY7gGE7Bgwuoww00oAkE7uEZXuDVeXLenHfnY95acPKZQ1iA8/kDuQ2V+Q==</latexit>xil
<latexit sha1_base64="s3wR2fIUrqbHcBzfx6tybYFWuzA=">AAAB/nicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+YDkCHubvWTJ7t6xu6eE48DfYKu1ndj6Vyz9J26SK0zig4HHezPMzAtizrRx3W+nsLa+sblV3C7t7O7tH5QPj1o6ShShTRLxSHUCrClnkjYNM5x2YkWxCDhtB+Pbqd9+pEqzSD6YSUx9gYeShYxgY6VOLxDpU9bn/XLFrbozoFXi5aQCORr98k9vEJFEUGkIx1p3PTc2foqVYYTTrNRLNI0xGeMh7VoqsaDaT2f3ZujMKgMURsqWNGim/p1IsdB6IgLbKbAZ6WVvKv7ndRMTXvspk3FiqCTzRWHCkYnQ9Hk0YIoSwyeWYKKYvRWREVaYGBvRwpZAZDYTbzmBVdK6qHqX1dp9rVK/ydMpwgmcwjl4cAV1uIMGNIEAhxd4hTfn2Xl3PpzPeWvByWeOYQHO1y84EpbO</latexit>wl



Setup
• Sparse deep generative model:        

• Introduces masking matrix:        

<latexit sha1_base64="RTKB1f9xXXxRmdu/nKpIMb53fjA="></latexit>

xij = f✓(wj � zi)j + "ij , "ij ⇠ N (0,�2
j )

<latexit sha1_base64="OfT8dVtEbNGXWglVdrkAfD9E4BE="></latexit>

W = [w1, . . . ,wG]
T 2 RG⇥K
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xi,1 xi,2 xi,3 xi,4 xi,5

zi,1 zi,2

θ

Sparse deep generative model

xi,1 xi,2 xi,3 xi,4 xi,5

zi,1 zi,2

θ

Deep generative model



Setup
• Sparse deep generative model:        

• Introduces masking matrix:        

<latexit sha1_base64="RTKB1f9xXXxRmdu/nKpIMb53fjA="></latexit>

xij = f✓(wj � zi)j + "ij , "ij ⇠ N (0,�2
j )

<latexit sha1_base64="OfT8dVtEbNGXWglVdrkAfD9E4BE="></latexit>

W = [w1, . . . ,wG]
T 2 RG⇥K
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xi,1 xi,2 xi,3 xi,4 xi,5

zi,1 zi,2

θ

Sparse deep generative model
Flexible: uses neural networks for 
encoder and decoder

Interpretable: can inspect which features 
depend on which factors



Identifiability 
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Identifiable: a single optimal representation

Formal definition: 

• if two solutions  and  have equal likelihood                                      , then we 

must have .                               

{θ, Z} {θ̃, Z̃}

{θ, Z} = {θ̃, Z̃}

<latexit sha1_base64="IeENSGI8sY4+MjSJtxce3TQqU9E="></latexit>

p✓(X|Z) = pe✓(X| eZ)



Identifiability 

Formal definition: 

• if two solutions  and  have equal likelihood                                      , then we 

must have .                               

{θ, Z} {θ̃, Z̃}

{θ, Z} = {θ̃, Z̃}
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Identifiable: a single optimal representation

Our goal:  

• each dimension of  is identified up to coordinate-wise transform


• i.e. if two solutions          have equal likelihood, then 

Z = (z⋅1, …, z⋅K)
<latexit sha1_base64="mGQRYhTesY+jLqju/RGPXZ8aj88=">AAACEnicbVDLSsNAFJ3UV62vqjvdDBbBhZREirosunFZwT6wLWUyuWmHziRhZqKUUPAj/Aa3unYnbv0Bl/6JkzYL23rgwuGce7n3HjfiTGnb/rZyS8srq2v59cLG5tb2TnF3r6HCWFKo05CHsuUSBZwFUNdMc2hFEohwOTTd4XXqNx9AKhYGd3oUQVeQfsB8Rok2Uq940HFFcj8+xZ1H5oFm3INkKo17xZJdtifAi8TJSAllqPWKPx0vpLGAQFNOlGo7dqS7CZGaUQ7jQidWEBE6JH1oGxoQAaqbTH4Y42OjeNgPpalA44n6dyIhQqmRcE2nIHqg5r1U/M9rx9q/7CYsiGINAZ0u8mOOdYjTQLDHJFDNR4YQKpm5FdMBkYRqE9vMFlekmTjzCSySxlnZOS9Xbiul6lWWTh4doiN0ghx0garoBtVQHVH0hF7QK3qznq1368P6nLbmrGxmH83A+voFq1Oeow==</latexit>

Z, eZ
<latexit sha1_base64="QwOZC1YSMQ/XSMlHgGT1NQ4qakM=">AAACInicbVDLSgNBEJz1Gd+rHr0MBiF6CLsS1IsQ9OJRwWggCcvsbCcOmX0w06sky/6DH+E3eNWzN/EkePFPnMSAmljQUFR1093lJ1JodJx3a2p6ZnZuvrCwuLS8srpmr29c6ThVHGo8lrGq+0yDFBHUUKCEeqKAhb6Ea797OvCvb0FpEUeX2EugFbJOJNqCMzSSZ+/1vazJgxhpN6fHtON1S807EQAKGUDWz3/cXc8uOmVnCDpJ3BEpkhHOPfuzGcQ8DSFCLpnWDddJsJUxhYJLyBebqYaE8S7rQMPQiIWgW9nwp5zuGCWg7ViZipAO1d8TGQu17oW+6QwZ3uhxbyD+5zVSbB+1MhElKULEvxe1U0kxpoOAaCAUcJQ9QxhXwtxK+Q1TjKOJ8c8WP8xNJu54ApPkar/sHpQrF5Vi9WSUToFskW1SIi45JFVyRs5JjXByTx7JE3m2HqwX69V6+26dskYzm+QPrI8vasekwA==</latexit>
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The next assumption concerns the weights of the neural network, 5\ . For this assumption, we require
some additional notation. After applying the chain rule to the first layer, we rewrite the derivative of
mapping 5\ as follows:

m ( 5\ (w 9 � z8)) 9
mI8:

=
⇡1’
3=1

m6\ (D8 93) 9
mD8 93

� (1)
3: F 9: , (15)

where {� (1)
3: }

⇡1 , 
3,:=1 are the weights of the first neural network layer and ⇡1 is the dimension

of the first layer, D8 93 =
Õ 
:=1 �

(1)
3: F 9: I8: is the first layer before the activation function, and

6\ : R⇡1 ! R⌧ is the rest of the neural network which takes as input the first layer (D8 93)⇡1
3=1. Let

⌫8 9: =
Õ⇡1
3=1

m6\ (D8 93) 9
mD8 93

� (1)
3: .

A2. Suppose 9 is an anchor feature for factor : . For another feature ;, we assume that

|F 9: |
#’
8=1

|⌫8 9: |2 �
#’
8=1

 ’
:0=1

|F;:0 | |⌫8 9: | |⌫8;:0 |, (16)

with equality when ; is also an anchor feature for : and inequality otherwise.

Essentially, this assumption ensures that the covariance between two anchor features is larger than the
covariance between an anchor feature and a non-anchor feature. This fact then allows us to pinpoint
the anchor features in the covariance matrix of the data. In Appendix A.3, we show this assumption
holds for a neural network with ReLU activations and independent weights.

Finally, we also require an assumption regarding the covariance of the factors: this is the same as
assumption (iii) of Bing et al. (2020).

A3. Denote the covariance matrix of the factors as Cov(z8) = ⇠. We assume min{⇠:: ,⇠:0:0} >
|⇠::0 |, for all : , : 0 = 1, . . . , .

Assumption A3 requires that the variance of each factor be greater than its covariance with any other
factor. To gain some intuition, consider a dataset of news articles where the latent factors are topics,
sports and politics. Assumption A3 would be violated if every article about sports also discussed
politics (and vice versa). In this case, the anchor word for sports will be equally as correlated with an
anchor word for politics as it is with another anchor word for sports. That is, there is no discernible
di�erence in the data that helps us distinguish the sports and politics factors.

Theorem 2. Assume the model Eq. 4 with �1 � 3 holds. Then, the set of anchor features can
be determined uniquely from 1

#

Õ#
8=1 ⇠>E(x8) as # ! 1, (given additional regularity conditions

detailed in Appendix A.2).

The proof of Theorem 2 is in Appendix A.2.

Proof idea: We adapt the proof technique of Bing et al. (2020), which considers linear factor analysis.
The proof idea of that paper is that for any two features x· 9 and x· 90 that are anchors for the same
factor, their covariance Cov(x· 9 ,x· 90) will be greater than their covariance with any other non-anchor
feature (under some conditions on the loadings matrix, analogous to A2). Then, the anchor features
can be pinpointed from the observed covariance matrix. In the nonlinear case, we can apply a similar
strategy: even if the mapping is nonlinear, if the mapping is the same for the anchor features, we can
pinpoint the two anchors in the covariance matrix.

To summarize, Theorem 2 proves that the anchor features can be determined from the covariance
of the data. Given the anchor features, Theorem 1 then proves that the Sparse VAE model is
identifiable.

Connection to the Sparse VAE algorithm. Theorem 2 proves that the existence of anchor features
implies a particular structure in the covariance of the data. Consequently, an appropriate estimation

7
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Induce sparsity in  via Spike-and-Slab Lasso prior 
[Rockova and George, 2018]
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xij ⇠ N ((f✓(wj � zi)j ,�
2
j )
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Encoder

Inference:

• Fit with a variational EM algorithm

• Variational approximation for :

• Stochastic gradient ascent for 

• EM steps for Spike-and-Slab Lasso parameters

zi

W, θ, ϕ
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Identifiability and the role of sparsity

The Sparse VAExi,1 xi,2 xi,3 xi,4 xi,5
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1. Recovering true factors

xi,2 xi,3 xi,4 xi,5

zi,1 zi,2

xi,6 xi,7xi,1

2. Prediction 

3. Domain adaptation 
(train/test data have 

different distributions)
4. Interpretability
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Methods compared Identifiable? Sparse?

Sparse VAE [Moran et al. 2021]            Decoder

VAE [Kingma and Welling, 2014; Rezende et al. 2014]

beta-VAE [Higgins et al. 2017]

Variational Sparse Coding [Tonolini et al. 2020]               Factors z_i           <latexit sha1_base64="7iaqYraJ5sOssTzzA1/QBGHaCQo=">AAAB/nicbVA9SwNBEJ2LXzF+RS1tFoNgFe4kqGXQxjKC+YDkCHubvWTJ7t6xuyfE48DfYKu1ndj6Vyz9J26SK0zig4HHezPMzAtizrRx3W+nsLa+sblV3C7t7O7tH5QPj1o6ShShTRLxSHUCrClnkjYNM5x2YkWxCDhtB+Pbqd9+pEqzSD6YSUx9gYeShYxgY6VOLxDpU9Zn/XLFrbozoFXi5aQCORr98k9vEJFEUGkIx1p3PTc2foqVYYTTrNRLNI0xGeMh7VoqsaDaT2f3ZujMKgMURsqWNGim/p1IsdB6IgLbKbAZ6WVvKv7ndRMTXvspk3FiqCTzRWHCkYnQ9Hk0YIoSwyeWYKKYvRWREVaYGBvRwpZAZDYTbzmBVdK6qHqX1dp9rVK/ydMpwgmcwjl4cAV1uIMGNIEAhxd4hTfn2Xl3PpzPeWvByWeOYQHO1y84G5bO</latexit>zi
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Synthetic Gaussian data

 samples,  features,  factorsN = 1000 G = 7 K = 2
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2 x.4 = 4 ⋅ z2 x.5 = 5 ⋅ z2 x.6 = 6 ⋅ sin(z2) x.7 = 7 ⋅ z1 ⋅ z2
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xi,2 xi,3 xi,4 xi,5

zi,1 zi,2

xi,6 xi,7xi,1

Synthetic Gaussian data

 samples,  features,  factorsN = 1000 G = 7 K = 2

Factors
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Estimated W

Sparse VAE successfully recovers true factors, VAE does not
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Figure 3: Synthetic data. (a) Sparse VAE has better heldout predictive performance than the VAE
over a range of factor correlation levels. (b) Sparse VAE recovers the true factors better than the VAE.
(V-VAE performed similarly to VAE). Scores are shown for 25 datasets per correlation setting.

Table 1: The Sparse VAE achieves the best heldout performance on text and movie-ratings datasets.
Results are averaged over five splits of the data, with standard deviation in parentheses. For the
V-VAE, we show the result with best performing V.

MovieLens

Method Log loss Recall@5 NDCG@10

Sparse VAE 170.9 (2.1) 0.98 (0.002) 0.98 (0.003)

VAE 175.9 (2.4) 0.97 (0.001) 0.96 (0.001)
V-VAE (V = 2) 178.2 (2.4) 0.95 (0.002) 0.93 (0.002)
VSC 192.2 (2.3) 0.79 (0.008) 0.77 (0.009)

PeerRead

Method Log Loss

Sparse VAE 245.0 (2.0)

VAE 252.6 (1.4)
V-VAE (V = 2) 254.5 (3.0)
VSC 252.9 (2.0)

is for the true factors. This score also penalizes estimated factors that are equally informative for
multiple true factors.

We create synthetic datasets with the model given in Eq. 10 and evaluate the DCI metric between
estimated and true factors as the true factors are increasingly correlated. As the correlation increases,
we expect a standard VAE to conflate the factors while the Sparse VAE recovers the two true underlying
factors.

We see this phenomenon in Figure 3b; the Sparse VAE has higher DCI scores than the VAE in all
settings. The Sparse VAE is robust to factor correlations up to d = 0.4, with decreasing performance
as d is further increased. Here, VSC performs worse than both the Sparse VAE and VAE (the MSE
scores for VSC in were too large for visualization in Figure 3a). The poor performance of VSC is
likely due to the true generative factors in Eq. 10 not being sparse; only the mapping between the
factors and features is sparse.

Heldout reconstruction. We compare the log loss on heldout data achieved by the Sparse VAE and
related methods. Figure 3a shows that the Sparse VAE performs better than the VAE and VSC on
synthetic data. On MovieLens and PeerRead datasets, Table 1 shows that the SparseVAE achieves the
lowest heldout log loss among the compared methods. For the MovieLens dataset, Table 1 additionally
shows that the Sparse VAE has the highest heldout Recall@5 and normalized discounted cumulative
gain (NDCG@10), which compare the predicted rank of heldout items to their true rank (Liang et al.,
2018).

Di�erent training and test distributions. How does the Sparse VAE perform when the factors that
generate data are correlated di�erently across training and test distributions? This particular type
of shift in distribution a�ects many real world settings. For example, we may estimate document
representations from scientific papers where articles about machine learning also often discuss
genomics, and want to use the representations to analyze new collections of papers where articles
about machine learning rarely involve genomics. We hypothesize that because the Sparse VAE
associates each latent factor with only a few features (e.g., words) even when the factors are correlated,
it will reconstruct di�erently distributed test data better than the related methods.

9

43

ρ= 0 ρ= 0.2 ρ= 0.4 ρ= 0.6 ρ= 0.8

0.3
0.4
0.5
0.6
0.7

0.3
0.4
0.5
0.6
0.7

0.3
0.4
0.5
0.6
0.7

0.3
0.4
0.5
0.6
0.7

0.3
0.4
0.5
0.6
0.7

M
SE

(a) Heldout mean squared error (lower is better)

ρ= 0 ρ= 0.2 ρ= 0.4 ρ= 0.6 ρ= 0.8

0.00

0.25

0.50

0.75

0.00

0.25

0.50

0.75

0.25

0.50

0.75

0.00

0.25

0.50

0.75

0.25

0.50

0.75

1.00

D
C

I

Method
SparseVAE

VAE

VSC

(b) Ground truth factor recovery (higher is better)

Figure 3: Synthetic data. (a) Sparse VAE has better heldout predictive performance than the VAE
over a range of factor correlation levels. (b) Sparse VAE recovers the true factors better than the VAE.
(V-VAE performed similarly to VAE). Scores are shown for 25 datasets per correlation setting.

Table 1: The Sparse VAE achieves the best heldout performance on text and movie-ratings datasets.
Results are averaged over five splits of the data, with standard deviation in parentheses. For the
V-VAE, we show the result with best performing V.

MovieLens

Method Log loss Recall@5 NDCG@10

Sparse VAE 170.9 (2.1) 0.98 (0.002) 0.98 (0.003)

VAE 175.9 (2.4) 0.97 (0.001) 0.96 (0.001)
V-VAE (V = 2) 178.2 (2.4) 0.95 (0.002) 0.93 (0.002)
VSC 192.2 (2.3) 0.79 (0.008) 0.77 (0.009)

PeerRead

Method Log Loss

Sparse VAE 245.0 (2.0)

VAE 252.6 (1.4)
V-VAE (V = 2) 254.5 (3.0)
VSC 252.9 (2.0)

is for the true factors. This score also penalizes estimated factors that are equally informative for
multiple true factors.

We create synthetic datasets with the model given in Eq. 10 and evaluate the DCI metric between
estimated and true factors as the true factors are increasingly correlated. As the correlation increases,
we expect a standard VAE to conflate the factors while the Sparse VAE recovers the two true underlying
factors.

We see this phenomenon in Figure 3b; the Sparse VAE has higher DCI scores than the VAE in all
settings. The Sparse VAE is robust to factor correlations up to d = 0.4, with decreasing performance
as d is further increased. Here, VSC performs worse than both the Sparse VAE and VAE (the MSE
scores for VSC in were too large for visualization in Figure 3a). The poor performance of VSC is
likely due to the true generative factors in Eq. 10 not being sparse; only the mapping between the
factors and features is sparse.

Heldout reconstruction. We compare the log loss on heldout data achieved by the Sparse VAE and
related methods. Figure 3a shows that the Sparse VAE performs better than the VAE and VSC on
synthetic data. On MovieLens and PeerRead datasets, Table 1 shows that the SparseVAE achieves the
lowest heldout log loss among the compared methods. For the MovieLens dataset, Table 1 additionally
shows that the Sparse VAE has the highest heldout Recall@5 and normalized discounted cumulative
gain (NDCG@10), which compare the predicted rank of heldout items to their true rank (Liang et al.,
2018).

Di�erent training and test distributions. How does the Sparse VAE perform when the factors that
generate data are correlated di�erently across training and test distributions? This particular type
of shift in distribution a�ects many real world settings. For example, we may estimate document
representations from scientific papers where articles about machine learning also often discuss
genomics, and want to use the representations to analyze new collections of papers where articles
about machine learning rarely involve genomics. We hypothesize that because the Sparse VAE
associates each latent factor with only a few features (e.g., words) even when the factors are correlated,
it will reconstruct di�erently distributed test data better than the related methods.
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Figure 3: Synthetic data. (a) Sparse VAE has better heldout predictive performance than the VAE
over a range of factor correlation levels. (b) Sparse VAE recovers the true factors better than the VAE.
(V-VAE performed similarly to VAE). Scores are shown for 25 datasets per correlation setting.

Table 1: The Sparse VAE achieves the best heldout performance on text and movie-ratings datasets.
Results are averaged over five splits of the data, with standard deviation in parentheses. For the
V-VAE, we show the result with best performing V.

MovieLens

Method Log loss Recall@5 NDCG@10

Sparse VAE 170.9 (2.1) 0.98 (0.002) 0.98 (0.003)

VAE 175.9 (2.4) 0.97 (0.001) 0.96 (0.001)
V-VAE (V = 2) 178.2 (2.4) 0.95 (0.002) 0.93 (0.002)
VSC 192.2 (2.3) 0.79 (0.008) 0.77 (0.009)

PeerRead

Method Log Loss

Sparse VAE 245.0 (2.0)

VAE 252.6 (1.4)
V-VAE (V = 2) 254.5 (3.0)
VSC 252.9 (2.0)

is for the true factors. This score also penalizes estimated factors that are equally informative for
multiple true factors.

We create synthetic datasets with the model given in Eq. 10 and evaluate the DCI metric between
estimated and true factors as the true factors are increasingly correlated. As the correlation increases,
we expect a standard VAE to conflate the factors while the Sparse VAE recovers the two true underlying
factors.

We see this phenomenon in Figure 3b; the Sparse VAE has higher DCI scores than the VAE in all
settings. The Sparse VAE is robust to factor correlations up to d = 0.4, with decreasing performance
as d is further increased. Here, VSC performs worse than both the Sparse VAE and VAE (the MSE
scores for VSC in were too large for visualization in Figure 3a). The poor performance of VSC is
likely due to the true generative factors in Eq. 10 not being sparse; only the mapping between the
factors and features is sparse.

Heldout reconstruction. We compare the log loss on heldout data achieved by the Sparse VAE and
related methods. Figure 3a shows that the Sparse VAE performs better than the VAE and VSC on
synthetic data. On MovieLens and PeerRead datasets, Table 1 shows that the SparseVAE achieves the
lowest heldout log loss among the compared methods. For the MovieLens dataset, Table 1 additionally
shows that the Sparse VAE has the highest heldout Recall@5 and normalized discounted cumulative
gain (NDCG@10), which compare the predicted rank of heldout items to their true rank (Liang et al.,
2018).

Di�erent training and test distributions. How does the Sparse VAE perform when the factors that
generate data are correlated di�erently across training and test distributions? This particular type
of shift in distribution a�ects many real world settings. For example, we may estimate document
representations from scientific papers where articles about machine learning also often discuss
genomics, and want to use the representations to analyze new collections of papers where articles
about machine learning rarely involve genomics. We hypothesize that because the Sparse VAE
associates each latent factor with only a few features (e.g., words) even when the factors are correlated,
it will reconstruct di�erently distributed test data better than the related methods.
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Figure 3: Synthetic data. (a) Sparse VAE has better heldout predictive performance than the VAE
over a range of factor correlation levels. (b) Sparse VAE recovers the true factors better than the VAE.
(V-VAE performed similarly to VAE). Scores are shown for 25 datasets per correlation setting.

Table 1: The Sparse VAE achieves the best heldout performance on text and movie-ratings datasets.
Results are averaged over five splits of the data, with standard deviation in parentheses. For the
V-VAE, we show the result with best performing V.

MovieLens

Method Log loss Recall@5 NDCG@10

Sparse VAE 170.9 (2.1) 0.98 (0.002) 0.98 (0.003)

VAE 175.9 (2.4) 0.97 (0.001) 0.96 (0.001)
V-VAE (V = 2) 178.2 (2.4) 0.95 (0.002) 0.93 (0.002)
VSC 192.2 (2.3) 0.79 (0.008) 0.77 (0.009)

PeerRead

Method Log Loss

Sparse VAE 245.0 (2.0)

VAE 252.6 (1.4)
V-VAE (V = 2) 254.5 (3.0)
VSC 252.9 (2.0)

is for the true factors. This score also penalizes estimated factors that are equally informative for
multiple true factors.

We create synthetic datasets with the model given in Eq. 10 and evaluate the DCI metric between
estimated and true factors as the true factors are increasingly correlated. As the correlation increases,
we expect a standard VAE to conflate the factors while the Sparse VAE recovers the two true underlying
factors.

We see this phenomenon in Figure 3b; the Sparse VAE has higher DCI scores than the VAE in all
settings. The Sparse VAE is robust to factor correlations up to d = 0.4, with decreasing performance
as d is further increased. Here, VSC performs worse than both the Sparse VAE and VAE (the MSE
scores for VSC in were too large for visualization in Figure 3a). The poor performance of VSC is
likely due to the true generative factors in Eq. 10 not being sparse; only the mapping between the
factors and features is sparse.

Heldout reconstruction. We compare the log loss on heldout data achieved by the Sparse VAE and
related methods. Figure 3a shows that the Sparse VAE performs better than the VAE and VSC on
synthetic data. On MovieLens and PeerRead datasets, Table 1 shows that the SparseVAE achieves the
lowest heldout log loss among the compared methods. For the MovieLens dataset, Table 1 additionally
shows that the Sparse VAE has the highest heldout Recall@5 and normalized discounted cumulative
gain (NDCG@10), which compare the predicted rank of heldout items to their true rank (Liang et al.,
2018).

Di�erent training and test distributions. How does the Sparse VAE perform when the factors that
generate data are correlated di�erently across training and test distributions? This particular type
of shift in distribution a�ects many real world settings. For example, we may estimate document
representations from scientific papers where articles about machine learning also often discuss
genomics, and want to use the representations to analyze new collections of papers where articles
about machine learning rarely involve genomics. We hypothesize that because the Sparse VAE
associates each latent factor with only a few features (e.g., words) even when the factors are correlated,
it will reconstruct di�erently distributed test data better than the related methods.
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MovieLens: ratings of movies by different users [Harper and Konstan, 2015]

NDCG: normalized discounted cumulative gain  
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Figure 3: Synthetic data. (a) Sparse VAE has better heldout predictive performance than the VAE
over a range of factor correlation levels. (b) Sparse VAE recovers the true factors better than the VAE.
(V-VAE performed similarly to VAE). Scores are shown for 25 datasets per correlation setting.

Table 1: The Sparse VAE achieves the best heldout performance on text and movie-ratings datasets.
Results are averaged over five splits of the data, with standard deviation in parentheses. For the
V-VAE, we show the result with best performing V.

MovieLens

Method Log loss Recall@5 NDCG@10

Sparse VAE 170.9 (2.1) 0.98 (0.002) 0.98 (0.003)

VAE 175.9 (2.4) 0.97 (0.001) 0.96 (0.001)
V-VAE (V = 2) 178.2 (2.4) 0.95 (0.002) 0.93 (0.002)
VSC 192.2 (2.3) 0.79 (0.008) 0.77 (0.009)

PeerRead

Method Log Loss

Sparse VAE 245.0 (2.0)

VAE 252.6 (1.4)
V-VAE (V = 2) 254.5 (3.0)
VSC 252.9 (2.0)

is for the true factors. This score also penalizes estimated factors that are equally informative for
multiple true factors.

We create synthetic datasets with the model given in Eq. 10 and evaluate the DCI metric between
estimated and true factors as the true factors are increasingly correlated. As the correlation increases,
we expect a standard VAE to conflate the factors while the Sparse VAE recovers the two true underlying
factors.

We see this phenomenon in Figure 3b; the Sparse VAE has higher DCI scores than the VAE in all
settings. The Sparse VAE is robust to factor correlations up to d = 0.4, with decreasing performance
as d is further increased. Here, VSC performs worse than both the Sparse VAE and VAE (the MSE
scores for VSC in were too large for visualization in Figure 3a). The poor performance of VSC is
likely due to the true generative factors in Eq. 10 not being sparse; only the mapping between the
factors and features is sparse.

Heldout reconstruction. We compare the log loss on heldout data achieved by the Sparse VAE and
related methods. Figure 3a shows that the Sparse VAE performs better than the VAE and VSC on
synthetic data. On MovieLens and PeerRead datasets, Table 1 shows that the SparseVAE achieves the
lowest heldout log loss among the compared methods. For the MovieLens dataset, Table 1 additionally
shows that the Sparse VAE has the highest heldout Recall@5 and normalized discounted cumulative
gain (NDCG@10), which compare the predicted rank of heldout items to their true rank (Liang et al.,
2018).

Di�erent training and test distributions. How does the Sparse VAE perform when the factors that
generate data are correlated di�erently across training and test distributions? This particular type
of shift in distribution a�ects many real world settings. For example, we may estimate document
representations from scientific papers where articles about machine learning also often discuss
genomics, and want to use the representations to analyze new collections of papers where articles
about machine learning rarely involve genomics. We hypothesize that because the Sparse VAE
associates each latent factor with only a few features (e.g., words) even when the factors are correlated,
it will reconstruct di�erently distributed test data better than the related methods.

9

Words

Papers

N = 10,000

G = 500

• PeerRead: word counts in paper abstracts [Kang et al. 2018]



Domain adaptation

Table 2: In the semi-synthetic PeerRead data where the training and test data are generated from
underlying factors with di�erent correlations, the Sparse VAE achieves the lowest test log loss. We
create three settings where the di�erence between training and test data distributions range from high
(hardest) to low (easiest). We report the average results across five simulated datasets for each setting.

Di�erence between train and test
Method High Medium Low

Sparse VAE 52.4 (0.4) 49.2 (0.3) 48.6 (0.1)

VAE 54.6 (0.5) 52.3 (0.2) 50.8 (0.2)
V-VAE (V = 2) 54.7 (0.3) 52.1 (0.2) 51 (0.4)
VSC 58.7 (0.6) 56.1 (0.3) 55.4 (0.2)

Table 3: On MovieLens and PeerReads, the Sparse VAE finds meaningful topics via the matrix W .

MovieLens

Topic Movies

A The Fifth Element; Alien; Gattaca; Aliens

B A Bug’s Life; Monsters, Inc.; Toy Story 3 & 2

C Star Wars V, IV & IV; Indiana Jones 1

PeerReads

Topic Words

A task; policy; planning; heuristic; decision

B information; feature; complex; sparse; probability

C given; network; method; bayesian; neural

We assess this question using the semi-synthetic PeerRead dataset, where the train and test data
were generated by factors with di�erent correlations. Table 2 summarizes the results from three
settings where the di�erence between training and test data distributions range from high (hardest) to
low (easiest). We report the average log loss across five semi-simulated datasets. The Sparse VAE
performs the best, highlighting its ability to estimate models which generalize better to test data where
the factors are distributed di�erently.

Interpretability. We now examine whether the Sparse VAE finds meaningful structure in the data.
For each factor in the MovieLens dataset, we consider the four movies with the largest selector
variable bF 9: values (Table 3). The Sparse VAE finds clear patterns: for example, the top movies
in first factor are all science fiction movies; the second factor contains animated children’s movies;
the third factor contains three Star Wars movies and an Indiana Jones movie, all blockbuster science
fiction movies from the 1980s. We perform the same analysis for the PeerRead dataset (Table 3). The
Sparse VAE finds some themes of computer science papers: the first factor contains words related to
reinforcement learning; the second factor contains words about information theory; the third factor
involves words about neural networks.

Finally, we consider the single-cell genomics dataset of (Zeisel et al., 2015). Each of the # = 3005
cells in this dataset are labeled with their cell type. We examine how well the factors found by
the Sparse VAE capture this cell-type information. We visualize the estimated factors using tSNE
(Van der Maaten and Hinton, 2008). We see that the Sparse VAE factors more clearly separate the
cell types than VSC, a VAE or non-negative matrix factorization (NMF) (Figure 4).
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Figure 4: Zeisel: The Sparse VAE factors separate the cell clusters better than VSC, VAE and NMF.
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Average log loss on test data

Data: semi-synthetic PeerRead ( 


• Generate factors with different distributions across train and test data


• Difficulty: correlation level of factors in training data 

N = 10,000, G = 500)

same distribution across
train and test data

different distribution
across train and test

data

Table 2: In the semi-synthetic PeerRead data where the training and test data are generated from
underlying factors with di�erent correlations, the Sparse VAE achieves the lowest test log loss. We
create three settings where the di�erence between training and test data distributions range from high
(hardest) to low (easiest). We report the average results across five simulated datasets for each setting.

Di�erence between train and test
Method High Medium Low

Sparse VAE 52.4 (0.4) 49.2 (0.3) 48.6 (0.1)

VAE 54.6 (0.5) 52.3 (0.2) 50.8 (0.2)
V-VAE (V = 2) 54.7 (0.3) 52.1 (0.2) 51 (0.4)
VSC 58.7 (0.6) 56.1 (0.3) 55.4 (0.2)

Table 3: On MovieLens and PeerReads, the Sparse VAE finds meaningful topics via the matrix W .

MovieLens

Topic Movies

A The Fifth Element; Alien; Gattaca; Aliens

B A Bug’s Life; Monsters, Inc.; Toy Story 3 & 2

C Star Wars V, IV & IV; Indiana Jones 1

PeerReads

Topic Words

A task; policy; planning; heuristic; decision

B information; feature; complex; sparse; probability

C given; network; method; bayesian; neural

We assess this question using the semi-synthetic PeerRead dataset, where the train and test data
were generated by factors with di�erent correlations. Table 2 summarizes the results from three
settings where the di�erence between training and test data distributions range from high (hardest) to
low (easiest). We report the average log loss across five semi-simulated datasets. The Sparse VAE
performs the best, highlighting its ability to estimate models which generalize better to test data where
the factors are distributed di�erently.

Interpretability. We now examine whether the Sparse VAE finds meaningful structure in the data.
For each factor in the MovieLens dataset, we consider the four movies with the largest selector
variable bF 9: values (Table 3). The Sparse VAE finds clear patterns: for example, the top movies
in first factor are all science fiction movies; the second factor contains animated children’s movies;
the third factor contains three Star Wars movies and an Indiana Jones movie, all blockbuster science
fiction movies from the 1980s. We perform the same analysis for the PeerRead dataset (Table 3). The
Sparse VAE finds some themes of computer science papers: the first factor contains words related to
reinforcement learning; the second factor contains words about information theory; the third factor
involves words about neural networks.

Finally, we consider the single-cell genomics dataset of (Zeisel et al., 2015). Each of the # = 3005
cells in this dataset are labeled with their cell type. We examine how well the factors found by
the Sparse VAE capture this cell-type information. We visualize the estimated factors using tSNE
(Van der Maaten and Hinton, 2008). We see that the Sparse VAE factors more clearly separate the
cell types than VSC, a VAE or non-negative matrix factorization (NMF) (Figure 4).
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Figure 4: Zeisel: The Sparse VAE factors separate the cell clusters better than VSC, VAE and NMF.
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Interpretability
MovieLens: Sparse VAE finds meaningful factors via the matrix W
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Downstream tasks
Single-cell RNA molecule counts in mouse cortex cells [Zeisel et al. 2015] 

•  cells,  genes


• Cells are from different regions of mouse cortex


N = 3005 G = 558
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Sparse VAE factors better predict cell label compared to other methods

Method Sparse VAE VAE NMF VSC OIVAE

Accuracy 0.95 (0.003) 0.94 (0.016) 0.91 (0.007) 0.89 (0.062) 0.80 (0.019)

Table 1: Zeisel data. The Sparse VAE is competitive with other methods.

1

Genes found by Sparse VAE were enriched for 39 biological processes



Future work
• Extend to image data


Sparse VAE requires each feature have a consistent meaning (pixels do not)


How to learn image "features" and retain identifiability?
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Conclusion
We developed the Sparse VAE for representation learning:

Flexible Interpretable Identifiable

52

Moran, Sridhar, Wang and Blei  

Identifiable Deep Generative Models via Sparse Decoding  

[arXiv:2110.10804] gemoran/sparse-vae-code

https://arxiv.org/abs/2110.10804


References
• Ainsworth, S. K., Foti, N. J., Lee, A. K., and Fox, E. B. (2018). oi-VAE: Output interpretable VAEs for nonlinear group 

factor analysis. ICML


• Arora, S., Ge, R., Halpern, Y., Mimno, D., Moitra, A., Sontag, D., Wu, Y., and Zhu, M. (2013). A practical algorithm for 
topic modeling with provable guarantees. ICML


• Bing, X., Bunea, F., Ning, Y., Wegkamp, M., et al. (2020). Adaptive estimation in structured factor models with applications 
to overlapping clustering. Annals of Statistics, 48(4):2055–2081.


• Donoho, D. L. and Stodden, V. (2003). When does non-negative matrix factorization give a correct decomposition into 
parts? NeurIPS


• Gresele, L., Von Kügelgen, J., Stimper, V., Schölkopf, B. and Besserve, M. (2021). Independent mechanism analysis, a 
new concept?. NeurIPS


• Hälvä, H., Corff, S. L., Lehéricy, L., So, J., Zhu, Y., Gassiat, E., and Hyvarinen, A. (2021). Disentangling identifiable 
features from noisy data with structured nonlinear ICA. arXiv preprint arXiv:2106.09620.


• Harper, F. M. and Konstan, J. A. (2015). The MovieLens Datasets: History and Context. ACM TiiS, 5(4):1–19. 


• Higgins, I., Matthey, L., Pal, A., Burgess, C., Glorot, X., Botvinick, M., Mohamed, S., and Lerchner, A. (2017). beta-vae: 
Learning basic visual concepts with a constrained variational framework. ICLR


• Kang, D., Ammar, W., Dalvi, B., van Zuylen, M., Kohlmeier, S., Hovy, E., and Schwartz, R. (2018). A dataset of peer 
reviews (PeerRead): Collection, insights and NLP applications. arXiv preprint arXiv:1804.09635. 

53



References (continued)

54

• Khemakhem, I., Kingma, D., Monti, R., and Hyvarinen, A. (2020). Variational autoencoders and nonlinear ICA: A unifying 
framework. AISTATS.


• Kingma, D. P. and Welling, M. (2014). Auto-encoding variational Bayes. ICLR


• Lippe, P., Magliacane, S., Löwe, S., Asano, Y. M., Cohen, T., & Gavves, S. (2022). CITRIS: Causal Identifiability from Temporal 
Intervened Sequences. ICML


• Locatello, F., Poole, B., Rätsch, G., Schölkopf, B., Bachem, O., and Tschannen, M. (2020). Weakly supervised disentanglement 
without compromises. ICML


• Ročková, V. and George, E. I. (2018). The spike-and-slab lasso. Journal of the American Statistical Association, 113(521):431–444.


• Rohe, K. and Zeng, M. (2020). Vintage factor analysis with varimax performs statistical inference. arXiv preprint arXiv:2004.05387.


• Tonolini, F., Jensen, B. S., and Murray-Smith, R. (2020). Variational sparse coding. UAI


• Van der Maaten, L. and Hinton, G. (2008). Visualizing data using t-SNE. Journal of Machine Learning Research, 9(11).


• von Kügelgen, J., Sharma, Y., Gresele, L., Brendel, W., Schölkopf, B., Besserve, M., and Locatello, F. (2021). Self-supervised 
learning with data augmentations provably isolates content from style. arXiv preprint arXiv:2106.04619.


• Zeisel, A., Muñoz-Manchado, A. B., Codeluppi, S., Lönnerberg, P., La Manno, G., Juréus, A., Marques, S., Munguba, H., He, L., 
Betsholtz, C., et al. (2015). Cell types in the mouse cortex and hippocampus revealed by single-cell RNA-seq. Science, 
347(6226):1138–1142.


• Zheng, Y., Ng, I., & Zhang, K. (2022). On the Identifiability of Nonlinear ICA: Sparsity and Beyond. arXiv preprint arXiv:2206.07751.



Sparse VAE algorithm
• MAP objective function:
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Algorithm 1: The Sparse VAE

input: data X , hyperparameters _0, _1, 0, 1,C
output: factor distributions @q (z |x), selector matrix W , parameters \
while not converged do

For 9 = 1, . . . ,⌧; : = 1, . . . , , update:

E
⇥
W 9: |F 9: , [:

⇤
= [1 + (1 � [: )/[:k0 (F 9: )/k1 (F 9: )]�1.

For : = 1, . . . , , update:

[: =
©≠
´
⌧’
9=1

E
⇥
W 9: |F 9: , [:

⇤
+ 0 � 1

™Æ
¨
�
(0 + 1 + ⌧ � 2).

Update \, q,W with stochastic gradient ascent according to Eq. 9.
end

In this prior, kB (F) = _B
2 exp(�_B |F |) is the Laplace density and _0 � _1. The variable F 9: is

drawn a priori from either a Laplacian “spike” parameterized by _0 and is consequentially negligible,
or a Laplacian “slab” parameterized by _1, and can be large.

The variable W 9: is a binary indicator variable that determines whether F 9: is negligible. The
Beta-Bernoulli prior on W 9: allows for uncertainty in determining which factors contribute to each
feature.

The parameter [: 2 [0, 1] controls the proportion of features that depend on factor : . By allowing [:
to vary, the Sparse VAE allows each factor to contribute to di�erent numbers of features. In movie-
ratings data, for example, a factor corresponding to the action/adventure genre may be associated with
more movies than a more esoteric genre.

Moreover, the prior on [: helps to “zero out” extraneous factor dimensions and consequently estimate
the number of factors  . Specifically, if the hyperparameters are set to 0 / 1/ and 1 = 1, the
Beta-Bernoulli prior corresponds to the finite Indian Bu�et Process prior (Gri�ths and Ghahramani,
2005).

2.1 Inference

We fit the Sparse VAE with approximate maximum a posteriori (MAP) estimation. We use a combina-
tion of coordinate ascent and gradient ascent on a variational bound of the MAP objective. In optimizing
this bound, we fit an amortized variational approximation for the posterior of the representation z8

(Kingma and Welling, 2014; Rezende et al., 2014) and the exact posterior for � = {W 9: }⌧, 
9 ,:=1.

The posterior of the factors, ?(z8 |x8), is approximated by the variational family:

@q (z8 |x8) = N (`q (x8),f2
q (x8)), (8)

where `q (·) and f2
q (·) are neural networks with weights q.

The approximate MAP objective function is:

L(\, q,W ,⌘) =
#’
8=1

�
E@q (z8 |x8) [log ?\ (x8 |z8 ,W )] � ⇡ ! (@q (z8 |x8) | |?(z8))

 
(9)

+ E� |W (C ) ,⌘ (C ) [log[?(W |�)?(� |⌘)?(⌘)]] ,
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